
Abstract

This paper presents the increasing security threats to 
government systems, critical national infrastructure, and 
defense systems. It discusses the emergence of the Multiple 
Independent Levels of Security (MILS) architecture and the 
implementation of a commercial off-the-shelf (COTS) 
real-time operating system, which can be used to develop 
High Robustness systems that address those security threats.

Introduction

Traditionally, multilevel secure systems have been built using 
multiple physically separated computers, networks, and 
displays, which requires expensive equipment that occupies 
a large footprint in terms of size, weight, and power (SWaP). 
While there have been efforts to address this requirement 
through the development of monolithic secure operating 
systems running on a single platform, the development and 

certification would have taken 10 or more years, according to 
W. Mark Vanfleet of the U.S. National Security Agency. The 
Multiple Independent Levels of Security (MILS) architecture 
was originally proposed by John Rushby in 1984 to overcome 
these problems.1 But it is only in recent years that we have 
reached an inflexion point where need and feasibility have 
converged. 

The need can span from a single level secure system, where 
one security domain is processing information, to multi-
single level secure (MSLS), where two or more security 
domains are being processed but are always separated by 
time or space, to a multilevel secure (MLS) system, where two 
or more security domains are being processed within the 
same time and space. The complexities of fighting a modern 
war require that data from coalition operations be brought 
together with multiple secure government communications 
without reduction of domain separation.2 Here a Cross 
Domain Solution (CDS) provides the user the ability to access 
or transfer information between two or more security 
domains.3  

In the United States, government policy and legislation, 
starting with the Reagan administration’s executive order that 
“systems shall be secure,” led to the National Security 
Agency (NSA) Information Assurance Directorate issuing a 
National Security Telecommunications and Information 
Systems Security Policy (NSTISSP).4 This policy dictates that 
information assurance is required for any system entering, 
processing, storing, displaying, or transmitting national 
security information.5 It is also required that commercial 
off-the-shelf (COTS) components of such systems 
demonstrate sufficient information assurance by evaluation 
and validation, using an approved method.

One of these methods is Common Criteria, which includes 
provisions for international mutual recognition.6 In addition, 
at higher evaluation levels, it requires the use of a formal 
mathematical methodology to specify security requirements 
and to evaluate any information technology systems against 
them. The National Information Assurance Partnership (NIAP) 
selected Common Criteria and created the Common Criteria 
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Evaluation and Validation Scheme (CCEVS) to apply Common 
Criteria to COTS products.7 NIAP has also defined in the U.S. 
Government Protection Profile for Separation Kernels in 
Environments Requiring High Robustness (known informally 
as the SKPP) the requirements for a MILS separation kernel 
(SK) that will meet the information assurance requirements 
intended by the MILS architecture. This is to provide guidance 
to vendors developing COTS MILS operating systems, which 
can be used to build a multilevel secure system.8

The feasibility is due to the continuing advances in modern 
processor architectures that have far greater performance 
than the processors of previous decades. These processors 
now provide the sufficient performance and capability to run 
multiple applications in completely separate domains on the 
same platform, with hardware security features to provide 
effective isolation. The result is that the proper implementation 
of MILS-based systems is now not only technically possible but 
also economically viable. This paper discusses the MILS 
architecture and the implementation of Wind River VxWorks 
MILS, which is a run-time component of the Wind River 
VxWorks MILS Platform product.

MILS Architecture

The fundamental problem of a monolithic multilevel secure 
architecture is that all of the code needs to be scrutinized to 
the level required for the highest assurance components. As 
the functionality and size of the system increase, the 
development and security evaluation effort involved increase 
dramatically and become prohibitively expensive. This 
scrutiny includes infiltration, exfiltration, and mediation. 9

The MILS architecture addresses this by using a divide-and-
conquer approach by reducing the amount of security critical 
code and increasing the scrutiny of that code. This is achieved 
using separation, composition, and layered assurance and is 
implemented using four layers, as shown in Figure 1. The 
layers are trusted hardware, separation kernel, middleware, 
and applications. The layered assurance principle states  
that a component or layer cannot be more secure than the 
component or layer beneath it in the stack. For example, an 
application cannot be securely isolated from another 
application unless the underlying kernel and hardware 
perform the isolation correctly and in a secure manner.

The separation kernel is built on four fundamental security 
policies: 

• Information flow: This defines the permitted information 
flow between partitions.

• Data isolation: This ensures that a partition cannot access 
resources in other partitions. 

• Periods processing: This ensures that applications within 
partitions execute for the specified duration in the system 
schedule.

• Fault isolation: This defines that a failure in one partition 
does not impact any other partition within the system.

These four policies create an architecture that allows creation 
of additional components that are non-bypassable, 
evaluatable, always invoked, and tamperproof, which is 
known as NEAT.10 

VxWorks MILS Platform Implementation Approach

Two of the fundamental security policies, data isolation and 
periods processing, have some commonality with the two 
fundamental concepts of Integrated Modular Avionics (IMA), 
spatial partitioning, and temporal partitioning.11 However, 
there are also some key differences in relation to safety and 
security objectives. And while it might be convenient to reuse 
an existing ARINC 653 RTOS implementation as the basis for 
a MILS implementation, this approach has some fundamental 
drawbacks.12 

First, it would be costly to perform a Common Criteria 
security evaluation of an ARINC 653 RTOS kernel at high 
evaluation assurance levels (EAL) due to the relatively large 
size of the kernel. This is because the ARINC 653 kernel 
implements extensive functionality, including a health 
management framework for process-level, partition-level, 
and module-level recovery and restarts, and inter-processor 
communications features, which enable communications 
(such as ARINC 653 blackboards) between IMA applications 
running at the same security classification. Such functionality 
may not be appropriate for use in multilevel secure systems. 

Second, ARINC 653 kernels can provide the option of 
implementing device drivers in kernel space. This approach 
can provide an increase in I/O performance but requires the 
device driver to undergo safety certification to the same level 
as the kernel, which in turn needs to be safety certified to the 
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level of the most critical application. (In cases where the 
driver is sufficiently large or the safety level is sufficiently 
high, the device driver can be implemented in an I/O 
partition in user space instead.) 

For these reasons, Wind River started with a clean slate for 
the implementation of the VxWorks MILS separation kernel, 
developing it using state-of-the-art virtualization technology. 
This has resulted in a secure kernel that implements the four 
fundamental security policies for MILS, while achieving the 
small footprint necessary for security evaluation at Common 
Criteria EAL 6+. The VxWorks MILS separation kernel is 
compliant with the SKPP. The SKPP specifies a set of security 
policies based on the Common Criteria security functional 
requirements (SFR) and security assurance requirements 
(SAR), tailored for separation kernels. These include 
information flow control, resource isolation (data isolation 
and fault isolation), trusted recovery (data isolation and fault 
isolation), audit (which augments security policy), and trusted 
initialization and trusted delivery, which are outside the 
scope of the separation kernel itself.

Thus, the SKPP provides the foundation for a MILS system 
and can be augmented with other components and 
protection profiles using a compositional approach, for 
example, using a secure network stack compliant with a 
future MILS Network Subsystem Protection Profile (MNSPP). 
The VxWorks MILS architecture is shown in Figure 2, with the 
separation kernel running in kernel mode, providing 
partitions or virtual boards (a partition as defined in the SKPP 
with the addition of time), which contain different guest 
operating systems.

Data Isolation

The VxWorks MILS separation kernel uses a type 1, or native, 
hypervisor, which enables guest operating systems to run on 
top of the separation kernel in a virtualized environment. Two 
approaches are often used here: paravirtualization, where the 
guest operating system is modified to improve system 
performance in the absence of hardware virtualization 
support, and full virtualization, where the guest operating 
system runs unmodified due to the presence of hardware 
virtualization support. 

VxWorks MILS exploits the virtualization capabilities of modern 
processors such as those developed by Freescale and Intel. In 
the case of Intel architecture, for processors with Intel 
Virtualization Technology (Intel VT), the separation kernel is 
able to use the processor hardware support to run guest 
operating systems in a virtual machine environment (or 
partition) on top of the separation kernel at a reduced 
processor privilege level. It also prevents the guest operating 
system from accessing physical memory outside of its virtual 
machine. This data isolation is implemented and controlled 
solely by the separation kernel and is not dependent on the 
cooperation of the partitions to achieve virtualization, which 
may be the case in other implementations. In the case of 
processors without hardware virtualization support, the 
separation kernel enforces data isolation using the processor’s 
memory management unit (MMU). 

Wind River strongly recommends that VxWorks MILS device 
drivers run in partitions in processor user mode rather than in 
the separation kernel in processor supervisor mode. Device 
drivers in the separation kernel could otherwise undermine the 
evaluation of the trusted separation kernel and dramatically 
increase the size of the trusted computing base. This contrasts 
with some other MILS implementations that allow device driver 
code to run in the separation kernel, rendering it potentially 
vulnerable to the actions of untrusted code in the device 
driver.13

Periods Processing

In a MILS system, two types of scheduling need to be 
performed: the time slice scheduling of the individual 
partitions containing guest operating systems and 
applications, and the scheduling of tasks, threads, or 
application processes within the individual partitions 
themselves.

The most obvious approach would be to implement both the 
time slice scheduling and the guest OS task scheduling in the 
separation kernel. However, the lack of scalability of this 
approach could create a significant overhead for the 
separation kernel in handling a significant number of system 
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calls associated with each task context switch within a 
partition. This could lead to performance degradation as the 
number of partitions in the system increases (the ratio of the 
total number of processes and partitions divided by the 
major frame duration is likely to increase also). This could 
introduce partition jitter, resulting in a potential covert timing 
channel between partitions.14

Therefore, the approach taken for VxWorks MILS is to only 
implement the time slice scheduler in the separation kernel 
and to perform scheduling of guest OS tasks, threads, or 
processes within the partition in processor user mode. This 
approach not only minimizes partition jitter, helping to 
eliminate a potential covert timing channel, but also makes 
the architecture very scalable, enabling many partitions and 
applications to be supported on a single VxWorks MILS 
platform.

Information Flow

VxWorks MILS provides the ability to define, implement, and 
enforce information flow policies between partitions. This 
involves the use of two transport mechanisms, secure IPC 
(SIPC) and shared memory. 

SIPC, as shown in Figure 3, is a message-passing system, 
which is conceptually similar to ARINC 653 ports but with 
some differences in the implementation. First, SIPC uses an 
efficient zero-copy buffer implementation to provide a secure 
communication and high performance. This is achieved by 
statically allocating buffers aligned on processor MMU page 
boundaries to a channel port at system configuration and 
build time and modifying the MMU attributes for the buffer 
to transfer the message from one partition to another. 
Second, SIPC only allows unidirectional communication per 
channel to prevent back channel communication, and this is 
augmented by scrubbing the buffer on both transmission and 
release.

Finally, SIPC supports not only traditional asynchronous 
message transfer but also synchronous transfers, which allow 
the receiver partition to run within the same time slice as the 
sender partition, through a mechanism called time donation. 
This architectural feature facilitates the design of systems 
that can have shared middleware, running in user partitions, 
which can be invoked by multiple application partitions. This 
enables larger applications to be decomposed into smaller 
components, with common functionality implemented as 
shared middleware, which creates more modular code that 
potentially contributes to a reduction of SWaP. 

VxWorks MILS also provides a mechanism to allocate the same 
memory location (or range of locations) to two or more 
partitions, known as shared memory. Applications need to 
define the protocol for using this transport, but use of shared 
memory can enable functionality such as test-and-set 
operations and the use of predetermined memory locations 
for state information.

Fault Isolation

The implementation of data isolation by the separation 
kernel, discussed previously, also contributes to fault 
isolation by preventing fault propagation or illegal accesses 
beyond a partition. 

VxWorks MILS supplements this fault isolation capability by 
implementing a security management architecture that 
provides a configurable framework. This framework includes 
a comprehensive set of security management functions that 
can change the configuration vector, to initiate and obtain 
results for self-tests, obtain audit log information, transition 
to maintenance mode, and even halt or restart the system. 
Access to the security management functions is determined 
by the security policy, which is predefined in the system 
configuration, with security properties for the system and for 
each partition specified separately. Typically this will be 
implemented in conjunction with a security audit that runs in 
a separate partition and monitors the security audit logs for 
each partition and the system and will determine the 
appropriate action to be taken in response to an event or an 
attempted security violation. 

These capabilities enable the security management architecture 
to be configured in an appropriate manner for the deployed 
system, depending on the threat environment. This could 
include ensuring that the trusted initialization of the system has 
been performed correctly by the attestation partition and that 
the system has been switched to the operational time slice 
schedule or to a secure halted state otherwise. In addition, the 
security audit application may be configured to take action in 
the event of excessive partition jitter, which could indicate a 
potential covert timing channel attack. 
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Secure Application Development

The implementation of these four fundamental security policies 
provides a secure foundation for the development of multilevel 
secure systems and Cross-Domain Solutions. This enables the 
VxWorks MILS separation kernel to host applications of 
different domains (e.g., security classifications or coalition 
partners) concurrently on the same processor, using a variety of 
guest operating system environments.

The high assurance environment (HAE) provides a single-
threaded, minimal run-time environment, using a small code 
footprint. This enables the cost-effective development of 
high EAL/High Robustness applications that require a high 
degree of scrutiny, for example, a cross-domain guard 
performing a write-down of data from Top Secret to Secret. 
The high assurance environment can also be used in 
conjunction with Medium Robustness guest OS environments 
to partition new or existing applications into security-critical 
and non-critical components. This divide-and-conquer 
approach means that application components need only be 
evaluated to the appropriate level of assurance, rather than 
perform a costly evaluation of all application functionality to 
the level of the most security-critical component.

The VxWorks Guest OS, a descendent of VxWorks 5.5, 
provides a multi-threaded environment that is designed to 
support medium assurance applications at EAL4+ as well as 
high assurance systems, using the divide-and-conquer 
approach discussed previously. The VxWorks environment 
provides familiar functionality and APIs, which enables 
existing, federated VxWorks-based applications to be easily 
migrated to the VxWorks MILS architecture as well as 
complex new applications to be developed. The VxWorks 
Guest OS also supports the general network stack, which is 
an IPv4-based network stack providing basic UDP and TCP 
networking capabilities.

The Linux Guest OS provides a Wind River Linux 3.0.3 
environment on top of the MILS separation kernel and is also 
designed to support medium assurance applications at 
EAL4+. This enables existing Linux and POSIX-based 
applications to be migrated to the VxWorks MILS Platform, 
enabling reuse of existing intellectual property for advanced 
networking and routing applications.

The security principles of each of these MILS components is 
summarized in the following table.15 Only the principles that 
are applicable to VxWorks MILS Platform are listed. 

VxWorks MILS Platform Components Security Principles

Principle Separation 
Kernel

High 
Assurance 
Environment

VxWorks 
Guest OS

Linux Guest 
OS

High 
Availability 
Network 
Stack

Establishes a sound security policy as the 
“foundation” for design

X X X X

Treats security as an integral part of the 
overall system design

X X X

Clearly delineates the physical and logical 
security boundaries governed by associated 
security policies

X

Reduces risk to an acceptable level X X X X X

Assumes that external systems are not secure X X X X X

Identifies potential trade-offs such as 
reducing risk, increasing costs, and 
decreasing other aspects of operational 
effectiveness

X X X X

Implements tailored system security 
measures to meet organizational security 
goals

X X X X X

Protects information being processed, in 
transit, and in storage

X X X X X

Protects against all likely classes of “attacks” X

Where possible, bases security on open 
standards for portability and interoperability

X X X X X

Uses common language in developing 
security requirements

X X X X
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Principle Separation 
Kernel

High 
Assurance 
Environment

VxWorks 
Guest OS

Linux Guest 
OS

High 
Availability 
Network 
Stack

Designs security to allow for regular adoption 
of new technology, including a secure and 
logical technology upgrade process

X X X X X

Strives for operational ease of use X X X X X

Implements layered security (ensures no 
single point of vulnerability)

X X X X X

Designs and operates an IT system to limit 
damage and to be resilient in response

X X X X X

Provides assurance that the system is and 
continues to be resilient in the face of 
expected threats

X X X

Limits or contains vulnerabilities X

Isolates public access systems from mission-
critical resources (e.g., data, processes, etc.)

X X X X X

Uses boundary mechanisms to separate 
computing systems and network 
infrastructures

X X

Designs and implements audit mechanisms 
to detect unauthorized use and to support 
incident investigations

X X X X

Develops and exercises contingency or 
disaster recovery procedures to ensure 
appropriate availability

X X X X X

Strives for simplicity X X

Minimizes the system elements to be trusted X X X

Implements least privilege X X X X X

Does not implement unnecessary security 
mechanisms

X X X X X

Ensures proper security in the shutdown or 
disposal of a system

X

Identifies and prevents common errors and 
vulnerabilities

X X

Implements security through a combination 
of measures distributed physically and 
logically

X X X X X

Formulates security measures to address 
multiple overlapping information domains

X X

Authenticates users and processes to ensure 
appropriate access control decisions both 
within and across domains

X

Uses unique identities to ensure 
accountability

X

VxWorks MILS Platform Components Security Principles (continued)
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Wind River High Assurance Network Stack implements an 
IPv4-based UDP and TCP networking stack using separate 
partitions to enable multi-single level secure (MSLS) network 
communications. Using this architecture, multiple levels of 
data can be carried on the network but are always separated.

In this networking architecture, shown in Figure 4, a high 
assurance (HA) partition is used to ensure that the packets 
destined for different partitions are kept separate within the 
MILS system’s partitions. On ingress, the HA partition uses a 
discriminator (e.g., a VLAN tag per IEEE 802.1Q16) to 
determine the destination partition and subsequently 
forward the data packet to that partition. On egress, the HA 
partition verifies that the appropriate discriminator has been 
applied to the Ethernet frame based on the partition 
sourcing the frame. Thus, this networking architecture places 
the network protocols in a low or medium assurance partition 
while encapsulating the discriminator verification in the HA 
partition. The MSLS security requirements for this network 
architecture are focused on the HA partition. The separation 
kernel enforces both the separation of the partitions as well 
as the communication (information flow) between the 
partitions.

Example CDS System Using MILS Architecture

The components discussed previously can be combined to 
develop sophisticated Cross Domain Solutions (CDS) and 
MLS systems, for example, a notional MILS-based gateway, as 
shown in Figure 5. This system is connected to two networks 
of different security classifications, filtering and routing data 
between them. It uses a separate partition for each network 
interface, containing a network stack and device driver 
running in user mode. This is achieved by the separation 

kernel mapping an Ethernet device into the appropriate 
partition that then performs direct access via polled-mode 
I/O; this means that there is no undesirable device driver 
code running in the separation kernel, and there is no 
possibility of network traffic causing partition jitter through 
interrupts (which could be used as a covert timing channel). 
The system also has dedicated guards that filter the traffic in 
each direction, and communication between partitions is 
implemented using SIPC (in Figure 5, the actual SIPC paths 
through the separation kernel are not shown).

Development Tools for Secure Systems 

Although MILS separation kernel and guest OS functionality 
are major considerations of CDS and MLS systems, a 
discussion of such systems’ development would be 
incomplete without reference to development and 
debugging tools. The quality of development and debugging 
tools can have a dramatic effect on development timescales, 
and tools that were designed for single-level secure 
development may not be suited to MILS development, as 
they may not support heterogeneous guest operating system 
environments and multilevel scheduling.

VxWorks MILS addresses these requirements through the 
provision of the Wind River Workbench development suite.17 
It is a state-of-the-art integrated development environment 
based on the Eclipse open source framework. It provides 
project configuration, code browsing, and build support and 
has been enhanced by Wind River to support concurrent 
debug of multiple partitions or target processors. It also 
supports debugging of heterogeneous environments 
including the high assurance environment, the VxWorks 
Guest OS, and the Linux Guest OS, using agent-based 
debugging or JTAG-based debugging as appropriate. This 
common development environment enables developers to 
work efficiently and switch seamlessly between the different 
guest OS environments.
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VxWorks MILS also provides the ability to interact with guest 
OSes within individual partitions via command line shell 
(where this is supported by the particular guest OS) by 
allocating a serial port on the target board to a partition. In 
cases where there are more partitions than serial ports on a 
given target board, it is possible to multiplex I/O from 
multiple partitions via a single serial port; this is achieved 
using the application multiplexed I/O (AMIO) server that runs 
in a dedicated partition with control of a serial port and 
performs I/O communication with multiple client partitions 
via shared memory. On the development host side, the I/O is 
de-multiplexed and displayed in individual views per 
partition. This provides a flexible framework and an intuitive 
interface for interaction with multiple applications running 
concurrently.

Finally, in addition to Workbench capabilities provided by 
Wind River, Eclipse plug-ins for open source and Wind River 
partner tools can further extend and customize the 
development environment.

System Configuration and Security Certification

The MILS architecture enables complex systems, comprising 
multiple partitions, communications channels, and interfaces 
to be built, and it is critical that the configuration data and 
security policy for each partition are defined correctly. In 
addition, CDS and MLS systems will be developed using a 
role-based approach, where developers of an application 
within a partition will only have access to pertinent 
information at the appropriate security classification and the 
external interfaces of the partition. 

To support this approach, Wind River has leveraged its 
experience of the role-based development model for Wind 
River VxWorks 653 Platform, which supports Integrated 
Modular Avionics Development Guidance & Certification 
Considerations RTCA DO-297/EUROCAE ED-124. The result is 
that VxWorks MILS Platform uses modular XML-based 
configuration and data security policies. This enables the 
configuration of each partition to be defined independently 
in XML and a system to be constructed in a modular and 

incremental manner. The XML language also enables the 
system configuration to be validated in an automated manner 
as part of the build process. This modular approach can 
simplify the initial development of a MILS system and assist 
the migration of single level secure (SLS) Linux or VxWorks 
applications to a MILS architecture. 

Conclusion

There is a need for increasing security of systems, whether 
they are used in defense, government, critical national 
infrastructure, or commerce. There is also a growing need to 
share data of different classifications with coalition partners. 

Until now, the development of MLS systems and CDS has 
been undertaken using multiple, physically separate 
computers, networks, and displays, which has required 
expensive equipment provisioning and maintenance. 

Recent advances in processor technology now provide the 
performance and hardware security features to perform 
effective isolation of multiple applications at different 
security classifications running on a MILS separation kernel, 
while reducing SWaP.

Wind River VxWorks MILS provides a secure framework for 
the development of MLS systems and CDS, through an 
EAL6+/High Robustness MILS separation kernel, and the 
ability to host a diverse range of applications running on 
multiple types of guest operating systems. In addition, the 
implementation of VxWorks MILS now provides the means to 
develop CDS and MLS systems at an affordable cost while 
reducing SWaP.

For a detailed, nonclassified discussion of how the MILS 
architecture can be applied to the specific use case of a 
military unmanned aerial vehicle (UAV) operating in civil 
airspace, refer to “Security Challenges in UAV 
Development.”18 For details on how a software defined radio 
can be implemented on a MILS architecture, refer to the 
Wind River white paper “Creating an Information Assurance 
Architecture for Accelerating Security Evaluation for Software 
Defined Radios.”19
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