
Executive Summary

There are a number of technology and business trends that 
will change the way many devices are architected and 
developed in the future. They include the frequency ceiling; 
using multicore for hardware offload; consolidation of 
multiprocessor systems to multicore; hypervisor adoption in 
the embedded market; and use cases to help achieve 
performance objectives, convergence with more functionality 
in any given device, or higher security and safety concerns 
leading to certified systems.

Multicore and virtualization are the technologies that have 
the promise of realizing these trends. This paper looks a bit 
closer at these trends.

Business and Technology Trends

Frequency Ceiling

If you look at the upper right corner of the processor 
roadmaps of most chip vendors, you will in most cases see 
many multicore processors. Multicore means that you have 
more than one processor core, or CPU, on the chip. Why is it 
that suddenly every vendor is going multicore?

It all comes down to physics. For the longest time, the chip 
vendors could steadily get faster and faster processors by 
increasing the clock frequency. This radically increases the 
power consumption, but combined with the increased clock 
trend, there was a simultaneous trend of smaller and smaller 
dimensions, which leads to less power consumption. These 
trends started to flatten out a few years ago. At the same 
time, the need for higher performance did not go away, so 
the processor architects came up with many neat tricks to be 
able to continue to get higher performance by throwing more 
silicon at the problem, such as super-pipelining (every 
instruction goes through more stages that can be executed 
faster), super-scaling (issuing multiple instructions every 
cycle), branch prediction (minimizing the effect of long 
pipelines by predicting where jumps will go), register 
renaming (using virtual registers during intermediate pipeline 
steps to allow more parallel execution), and so on.

Now we have reached a point where the cost of increasing 
the frequency and trying to parallelize a sequential code 
stream are getting a very low payback. And while you can get 
small incremental performance improvements, the power 
consumption goes up dramatically.

There are really three factors that make this happen. One is 
that the power consumption is directly proportional to the 
frequency. The second is that you need to run at higher 
voltage levels to get the frequency up, and the power 
consumption is proportional to the square of the voltage. The 
third reason is that the faster you clock the processor, the 
bigger the delta between the CPU speed and the bus speed, 
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which means that you need to spend a lot of transistors on the 
previously described tricks and large caches. All these added 
transistors translate to higher power consumption.

Figure 1 demonstrates what happens with the power con-
sumption when the frequency goes up. The first pair shows 
the performance and power consumption of a processor 
running at full speed. The second pair shows that if you 
decrease the clock to 80% of maximum, the power consump-
tion can go down to almost half, while you still get most of the 
performance. The last pair shows what happens if you take 
and add a second core running at 80%. Then the power 
consumption is about the same as the core running at 
maximum clock speed, but the performance is, in this 
particular case, 60% higher. This is at least the theory.

That sounds great. Why haven’t we done this before? 

It has been done before. In fact, the use of multiprocessing 
goes back decades. The difference in those days was that it 
was mainly done to get more performance and it used 
multiple chips and sometimes multiple boards to do so. It is 
only recently we have had the technology and reason to put 
many cores on the same chip.

From a hardware perspective, this is a great solution. More 
MIPS, less power. The problem is that it is hard to utilize this 
added performance. With the techniques used in the past, 
programs did not have to change with each new generation. 
They just ran faster and faster. If you add processor cores to 
get higher performance, you have to have multiple threads 
running in parallel to be able to utilize them. In many, if not 
most, embedded applications, the processor is running one 
thread most of the time. If you add another processor, it will 
just sit there idle while the existing thread keeps the first CPU 
busy.

The challenge of getting the most performance out of your 
multicore is to have your application execute parallel tasks 
simultaneously. The general problem of finding parallelism is 
a difficult one, but there are some special cases that are well- 
understood.

Using Multicore for Hardware Offload

One particularly successful use of multicore is to run specific 
tasks that previously have been executed by dedicated 
hardware, such as specialized processors, field-programmable 
gate arrays (FPGAs), and application-specific integrated 
circuits (ASICs). Since these tasks already have been executed 
by a separate unit, the parallelism issues have already been 
solved. By using several slower cores together with lower-level 
hardware support for very specific tasks you can get very 
good parallel performance that is relatively easy to design 
and program compared to the older methods. Take a router as 
an example. The main task of a router is to look at incoming 
packets and decide which port to forward them to. By having 
dedicated hardware for smaller tasks such as buffer manage-
ment and crypto, multiple cores can run in parallel and get 
very high throughput.

Figure 2 shows how the combination of dedicated hardware 
and multiple cores can be the basis of a very efficient router.
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Figure 1: Performance vs. power consumption as related to frequency changes
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Figure 2: Using multicore for hardware offload in a router application



3   |   Multicore Challenges and Choices: Deciding Which Solution Is Right for You  

Consolidation of Multiprocessor Systems to Multicore

A lot of devices have already been using multiprocessing to 
achieve higher performance or to combine systems with 
different requirements. With multicore processors becoming 
popular, it is easy to see why devices start using the cheaper, 
less power-hungry multicores. At the same time, it is impor-
tant to realize that a multicore is not just multiple processor 
units squeezed together on to one die. In fact there are many 
important differences that make it not quite that straightfor-
ward to migrate from a multiprocessing system.

One of the main differences between a multiprocessing 
system and a multicore is that the separation between the 
CPUs is much more distinct and precise in a multiprocessing 
system. Typically, there is a well-defined bus between them, 
and even if they share external memory, they run indepen-
dently. This is not the case for a multicore, where the level of 
sharing is much higher. Depending on the architecture, the 
cores in a multicore system typically share many more things, 
such as interrupt controllers, devices, and caches. This is 
typically an advantage when you share one operating system 
(symmetric multiprocessing) but makes it harder to have two 
separate operating systems running, such as a real-time 
operating system (RTOS) (e.g., Wind River’s VxWorks) and a 
general purpose OS (e.g., Linux). When running multiple 
operating systems on a multicore, you either need the 
operating systems to know a lot about each other, for 
example, in a master/slave relationship, or you can simplify life 
by having a supervisor or hypervisor running, which is a piece 
of code that manages operating systems.

Embedded Hypervisor

A hypervisor (sometimes called a supervisor) is a piece of 
code that manages one or more operating systems that run 
on top of it. It does that by creating partitions (or virtual 
boards) that run on top of the hypervisor. This is typically 
  

done by virtualizing certain aspects of a system. In general, 
there are three things you can virtualize:

1. The execution unit (CPU): By virtualizing the CPU, you can 
run multiple virtual CPUs on top of one physical CPU or 
core. This is done by time-slicing (or using a priority-based 
algorithm) the real CPU and letting each virtual CPU take 
some fraction of the real processor cycles.

2. Memory: By virtualizing memory you can split the physical 
memory up so that multiple partitions can use some part of 
the real memory. An operating system running in such a 
partition might also utilize virtual memory to implement 
processes. In those cases you in fact have three levels of 
memory hierarchy: one for the hypervisor, one for an OS 
running in a virtual board, and one for the applications 
running in a process.

3. Devices: When multiple virtual boards need to share 
devices such as serial ports, Ethernet ports, graphics, and 
so forth, you need to virtualize the devices as well. This is 
typically done by having a well-defined interface in a 
partition so that the OS running there can do API calls 
instead of physically access the device. The actual code 
that handles the device can be in two places, either in the 
hypervisor or in another guest operating system.

A very common case when using a hypervisor with multicore is 
that you don’t have multiple partitions on a single core but 
instead allocate one or more cores fully to a virtual board. This 
type of hypervisor is called a supervisor. With a supervisor you 
do not need to time-slice the cores between partitions, and 
the corresponding operating systems can execute much more 
efficiently. You still want to virtualize the other two aspects, 
memory and devices, to make sure that you get full protection 
between the operating systems and so they can share devices.

There are two types of hypervisors. Type 1 is a dedicated 
hypervisor that is small and runs directly on the hardware. 
Type 2 typically runs on top of or in conjunction with a 
full-blown operating system and uses the resources of that 
host operating system.

Scalable Hypervisor

Physical Board with a Single Core Processor

Linux VxWorks Bare Metal

Core Device Memory Core Device Memory Core Device Memory

Figure 3: Using a hypervisor to share a single core with multiple virtual boards
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The best embedded hypervisors are of type 1, while most server 
hypervisors are of type 2. The main differences between an 
embedded hypervisor (e.g., Wind River Hypervisor) and a server 
hypervisor (such as VMware or Kernel-Based Virtual Machine) 
are due to very different requirements. In an embedded 
hypervisor, performance and isolation are the two main drivers, 
while backward-compatibility (being able to run a guest OS 
unmodified) is a stronger requirement for a server hypervisor.

These requirements drive the following design in an embed-
ded hypervisor:

•	 Devices	are	mapped	directly	into	the	guest	OS	when	
possible for maximum performance and for separation.

•	 The	hypervisor	is	scalable,	meaning	that	the	virtualization	
of the different entities is optional to enable a choice 
between performance and isolation. 

•	 The	hypervisor	is	typically	very	small	to	simplify	
certification and make it very fast.

•	 The	guest	operating	systems	are	typically	paravirtualized. 
This means that they are modified to run very efficiently on 
top of a hypervisor.

The implementation of a hypervisor varies a lot depending 
on the amount of support from the hardware. Some modern 
processors implement a three-level memory system in 
hardware. This can potentially minimize the performance 
impact of a hypervisor. But a hypervisor can also be very fast 
on processors without any specific hardware support, with 
the right level of paravirtualization.

Use Cases

Although multicores and operating systems can be mixed in 
a wide variety of configurations, there are some use cases 
that are more common than others.

When utilizing a multicore, there are two fundamental ways 
the operating system can manage the cores. When using 
symmetric multiprocessing (SMP), one operating system is 
controlling multiple cores. When a core becomes available, it 

will run the next thread on the ready queue. Asymmetric 
multiprocessing (AMP), on the other hand, is using one 
operating system per core. It could be two copies of the 
same OS or two very different OSes such as an RTOS and a 
general purpose OS like Linux.

There are advantages and disadvantages of both approach-
es, and the best choice depends on the application. SMP has 
the advantage that it can load-balance threads over the cores 
as long as there are more threads that typically can run than 
there are processors. AMP, on the other hand, is more 
efficient because there is less synchronization needed 
between the cores.

In order to get more predictable results and higher perfor-
mance in an SMP system, it is typically possible to use affinity 
to bind a specific thread to a specific core. This minimizes 
cache effects of migrating from one core to another, but at 
the same time you lose the ability to load-balance that thread.

AMP is typically used together with a supervisor/hypervisor that 
handles shared resources and protects the operating systems 
from each other to prevent a failure of one affecting another.

Use Case 1: SMP

SMP can be used for many different use cases. This one uses a 
network switch so it can be  contrasted with an AMP implemen-
tation of the same device. In the device shown in Figure 5, the 
goal is to utilize the parallelism enabled by multicore to forward 
as many packets as possible in a gigabit switch. The operating 
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system used could be either an RTOS such as VxWorks or a 
general purpose OS such as Linux. By using affinity (locking an 
execution thread to a particular core), the forwarding engines 
on the data plane can run completely out of the cache, taking 
advantage of specific offload capabilities in the hardware to 
deal with buffer management, crypto, and so on.

The tools aspect of this system is covered in the 
“Development Tools Support” section of this paper.

The next section describes the same device implemented 
with AMP instead of SMP and the trade-offs. 

Use Case 2: Supervised AMP

Figure 6 demonstrates the same network switch implemented 
using supervised AMP. In this system one core is dedicated to 
the control plane running a full operating system. If the 
system has a need for more processing power on the control 
plane, an SMP OS could be using perhaps a couple of cores. 
The other cores are used for dedicated tasks, such as packet 
forwarding. These cores run a small operating system or an 
executive that lets the forwarding application run very 
efficiently. Executives are discussed in more detail later in  
the “Development Tools Support” section.

There is a supervisor running underneath the cores to 
manage shared devices such as the interrupt controller. In 
this scenario the supervisor is only active when necessary, 
typically during setup; from that point forward the operating 
systems and executives run at full speed on their respective 
cores.

While the SMP version of the switch has some obvious 
advantages, in particular that it is generally easier to manage 
and develop for only one operating system, the AMP version 
has a set of different advantages, including the following:

•	 Fault isolation: If one core goes down, the rest can 
continue to operate.

•	 GPL isolation: If the main operating system is Linux, AMP 
provides a good way to isolate proprietary software 
running on the data plane cores.

•	 Scalability: AMP typically scales to a larger number of 
cores.

Use Case 3: Hypervisor

A somewhat different use case is when you need to mix 
different operating systems with different characteristics. It 
could be that you have a need for a general purpose system 
such as Linux to take advantage of the rich ecosystem 
provided, perhaps for graphics or connectivity. The other OS 
might need a real-time characteristic that can’t be provided 
by Linux, or you might have existing code that is hard to port 
over to a new operating system. Another common situation is 
that part of the system needs to be certified to a higher level 
than can be done with Linux. Whatever the reason for mixing 
operating systems, a hypervisor is a very effective technology 
to manage and separate the partitions, either when running 
on a single core (using core scheduling) or when running on a 
multicore system.

Tools
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Figure 6: Supervised AMP solution for performance and protection
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Figure 7 shows this type of system of equals. Neither operat-
ing system needs to know much about the other, and if one 
crashes, the other can continue to run while the first reboots.

Issues Facing Multicore and Multi-OS Developers

Besides the fundamental challenge of dividing up the code 
to execute in parallel, there are many other issues that face 
projects that are adopting multicore chips. Here is a list of 
some of them:

•	 Run-time	support	for	OS	configuration,	resource	sharing,	
and booting

•	 Communication	between	cores	(IPC)
•	 Development	tools	support	for	configuration	and	

prototyping, analysis, diagnosis, and test

You need to have an answer to all these issues to be able to 
put your system together in a timely fashion. This section 
discusses some of these issues in some detail.

Run-Time Support and Operating System Choices

The choice of operating system and its configuration is a very 
important one. In many cases, the OS is already selected, 
perhaps due to legacy or some very specific requirement. If 
you need the real-time behavior or performance of an RTOS, 
that is a given choice; while if you need the abundance of 
software available to a more general purpose operating 
system, it will point you in the right direction. What is not as 
easy is how to make the OS or OSes work with multicore. 
Should you use one or more operating systems? Should you 
use SMP our AMP? Or should you use both, which can be an 
advantage on asymmetric systems using non-uniform 

memory access (NUMA) or hardware multithreading? Is there 
an advantage of using a hypervisor? What OS should you use 
for cores dedicated to one particular task? Multicore and 
hypervisors have the advantage of letting you choose a 
combination of these aspects in systems that need it. 

Bare Metal/Small Executives

The advantages and disadvantages of SMP, AMP, hypervisor, 
and supervisor were spelled out previously, but let’s go into a 
bit more detail about using dedicated cores for a specific 
task. You would think that when you only have a simple task, 
perhaps a polling loop, to be executed on a core, you don’t 
need an operating system. And that is true. You don’t need a 
full-blown OS. A smaller executive that has an API that makes 
it easier to access the hardware can be enough. Very often 
you can get those from the chip vendor. But once you start 
putting code on top of the executive, you might find a need 
for more support. For example, wouldn’t it be great to be 
able put in a printf() statement in the code and redirect that 
to a serial port that is mapped to your Linux partition? How 
about debugging?

You find yourself wanting more support than a very simple 
executive can give you. A better solution is using an operat-
ing system that can scale down to something that gives you a 
very small dynamic footprint (the active instruction code) that 
fits in the cache but still gives you connectivity, debug 
features, analysis tools, and so on. In the best of all worlds 
you get a small OS that is tightly integrated, with the 
abstraction code coming from the semiconductor vendor.
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Figure 8 shows a small OS that is integrated with the chip 
vendor’s software development kit (SDK) to provide both 
generic capabilities and very specific access to the hardware.

Intercore and Interpartition Communication

To have very fast communication primitives between the 
cores and partitions is not only important for the data that 
your application needs to interchange but also to enable an 
array of other features. These include remote I/O, printf, file 
systems, networking, debugging, and so on. When you have 
more cores than I/O resources, you need to be able to share 
them. Take the debugger as an example. When you want to 
debug multiple partitions at the same time, you typically 
can’t have a separate debug device for each core. Instead 
you want to be able to have one connection to one of the 
operating systems and then get to the other partitions 
through a proxy.

Depending on your needs, you will want to communicate at 
different levels. Sometimes shared memory and a few 
features such as locking primitives is enough; while at other 
times you need higher-level message systems. Look for 
standardized protocols and APIs to make the code easy to 
port. Many IPC mechanisms use the standard socket inter-
face, which makes your programs very portable from a tightly 
coupled system to a bigger, more distributed system using 
TCP/IP.

Development Tools Support

Tools become much more important to aid development 
when using multicore. The complexity of multicore systems 
makes it very hard to continue old habits of development. 
The edit/compile/debug cycle is not enough.

New challenges around configuration, prototyping, and 
diagnose, analyze, and test demands a new level of tools 
support.

Prototyping and Simulation

There are many reasons why simulating your device on 
something other than the real hardware is becoming more 
popular. It could be that the actual hardware is not available 
yet or is too expensive to get to all developers. It could be 
that you need to debug your system in a way that is not 
possible using real hardware. But often the reason is that it is 
easier for most software developers to not have to deal with 
hardware issues. Focus on one variable at a time. With the 
trend of early continuous testing becoming important, 
simulators take on a bigger role.

There are different types of simulators and there isn’t just 
one that will fill all needs. Sometimes a fast functional 
simulator, which perhaps mimics the behavior of the OS, is 
enough. Your applications can execute very fast on those 
using the instruction set of the host machine you are devel-
oping on. 

At the other end of the spectrum is instruction set simulators 
(ISS). There are a number of advantages of using instruction 
set simulators when developing for multicore. Besides the 
obvious one of being able to debug before the hardware is 
available, there are a couple of attributes of an ISS that make 
it very powerful for multicore debugging; precise execution, 
and system simulation.

When a good ISS simulates a system, it will execute the code 
exactly the same every time. This is not the case for real 
hardware, where slight timing differences will change the 
behavior of the application. The advantage of having timing 
problems occur predictably is that it is much easier to debug 
because the problem will look the same every time. System 
simulation means that you can simulate the complete system 
together and stop all processors and devices at once and 
look at what is going on. The combination of these features is 
very useful for multicore debugging.

Some simulators have even more advanced features, such as 
providing software traces and allowing you to step backward. 
The latter is really useful if it allows you to step backward in 
every situation, including device interactions.

Diagnose and Debugging

Another difficult task when dealing with multicores is 
debugging. Debugging threads that interact is an order of 
magnitude more difficult than debugging ordinary serial 
code. This is because you have to consider that another 
thread or processor might manipulate shared data at any 
given time. Suddenly every line of code needs to be looked 
at in a new light.

The two most common multithread bugs are deadlocks and 
race conditions. Deadlocks happen when two or more 
threads have each taken a semaphore and are waiting for 

Core
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Application

Figure 8: Architecture for bare metal executives or small executives
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semaphores locked by the other. A race condition occurs 
when multiple threads access the same global data in an 
interleaved way with an unpredictable outcome. Very often 
fixing one problem involving a deadlock introduces a race 
condition and vice versa. 

The hardest part about race conditions is that because they 
depend on the timing, they will only occur in certain, usually 
rare, circumstances. Since the timing is usually different from 
one run to another, the symptom of the problem will often 
look very different every time you run the program. When a 
write is masked, as shown in Figure 9, it might take millions of 
cycles before a visible problem shows up, leading to corrupt 
data or, in the worst case scenario, a system crash. 

Run-time analysis tools can be very helpful in these situa-
tions. They typically operate by logging information as events 
happen, and then you can analyze the data after a problem 
shows up. In many of them you can add your own user events 
so you can see when certain parts of the application were 
executed in correlation to other events. By inserting user 
events into code that manipulates shared data, you can 
detect whether there is a case where the data was accessed 
without proper protection from a mutex.

Since it can be tedious to insert code to check for timing 
issues, you have to recompile and restart the application and 
later remember to remove them. Good tools exist that let you 
insert code into your application dynamically in a running 
system. The concept is similar to inserting breakpoints with 
code attached to it.

This style of debugging, which enables you to see what is 
happening without stopping the system, is very powerful for 
many devices. But sometimes what you really need is to see 
what is going on in the hardware. The other tools described 
here have the disadvantage that they typically change the 
behavior a little bit, either by inserting instrumentation code 
or by simulating the real hardware. Most processors these 

days have an on-chip debugging capability. On-chip debug-
ging is typically exposed through a few pins (e.g., JTAG) on 
the board that will let an on-chip debugger control the 
processors directly without the need for a software agent. In 
a multicore situation, the debugger can control all processors 
and devices through a single chain of commands called the 
scan chain.

Modern on-chip debuggers can simultaneously control (start, 
stop, etc.) multiple processors on the same scan chain with a 
very small time creep, which is the time from one core 
reacting until all have reacted. This is important so that the 
other cores are not running away and changing the state or 
overflowing buffers while one is being stopped. Also, make 
sure that you can control the cores from one integrated 
development environment (IDE) and see the cores side by 
side.

The ability to stop all cores at once makes the on-chip 
debugger a very powerful system-level debugger that stops 
the whole system.

In addition to run-time analysis tools and on-chip debuggers, 
traditional agent-based debuggers are used, especially to 
find issues in application code that can be stopped without 
breaking the rest of the system.

Analyze

A common issue when developers start using multicore is 
that you don’t get the performance you expect. It is notori-
ously hard to predict, analyze, and understand the perfor-
mance of a multicore system. There are many reasons why an 
application is not performing, including synchronization 
issues (e.g., waiting for semaphores), cache issues, memory 
or I/O-bound applications, and so on. It is very hard to 
speculate what is going on without real data. Tools can help 
you understand the bottlenecks that slow down the system.

JTAG
Connection

1 2

3
4

Figure 9: On-chip debugging connection through JTAG



A profiler is a very good tool to understand where your code 
spends its time. Make sure that you have a hierarchical 
profiler that can show you how much time you spend in full 
call-trees, as opposed to a flat profiler that only will tell you 
how much time you spend in individual functions.

Armed with the information from a profiler, you can make 
well-informed decisions on where to spend the time doing 
parallelization.

To see what is really happening in a multicore application, 
you also need run-time analysis tools that can show sequenc-

es of events over time. The output 
might look something like the screen 
shot in Figure 11.

Figure 11 shows two processors 
running in parallel, migrating from one 
thread to another. The markers on the 
timeline correspond to events, such as 
taking and giving semaphores. You 
can drill down into any of these events 
and see the underlying data.

Conclusion

Multicores are here to stay. It is a 
matter of physics. To effectively take 
advantage of the new multicore 
processors, it is better to use 
commercially available tools and 
run-time instead of reinventing the 
wheel. Multicore development can 
be very different from the way you 
might have done single core 
development.

There is not a single solution that will 
solve all multicore use cases. There is 
no silver bullet that will translate 
single core programs to multicore 
programs. What you need is a choice 
of run-time configurations and tools 
that can help make your application 
run efficiently. You need these tools 
and run-times to be well-integrated, 
not only to each other but also to the 
specific silicon you have chosen to 
use. Only then can your application 
fully take advantage of the promise 
of multicore.
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Figure 10: The Wind River Workbench hierarchical profiling capability

Figure 11: The Wind River Workbench System Viewer capability


